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Al in Product Discovery:
Accelerate vs Replace

Where Al actually shortens your lead time to insight — and
where handing over the work means losing the product
intuition that makes discovery valuable in the first place.

Reduces lead time
Intuition erosion risk %7 Best as hybrid

@ Strategic judgment critical
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" Problem-Oriented Discovery

Generative — understanding problems worth solving

Accelerate

Al handles the mechanics — you stay in the driver’s seat

Replace

Al takes over — what you gain and what you lose

Interviews

Preparing
Interviews

What works

Feed Al your context,

constraints, research goals,

existing insights, and

interview duration. You'll get

draft questionnaires in
minutes instead of hours.

Watch out

The quality of what
comes out depends
entirely on what you put
in. Garbage in, garbage
out applies here more
than anywhere.

What you gain

Focus on what is really
important: talking to the
customer.

Full research plans
generated autonomously.
Maximum speed.

What you lose

Research intent and
assumption prioritization are
strategic judgment calls.
Generic prompts create
questions that miss what
your users actually need.

Executing
Interviews

What works

Al transcribes live, handles

scheduling, suggests
follow-up probes.
You stay present and
actively listen — that's
where the value is.

Watch out

Transcripts + Al
summaries make
information blurry »
always reflect on your
main take-aways and
write them down.

What you gain

Access insights from all
customer-facing teams
via call transcription—but

keep talking directly to CS

and Sales to build real
product intuition.

What you lose

Non-verbal cues, empathy,
and rapport. Al flattens
nuance, ignores variant
narration, and weaker
commitment signals reduce
evidence quality.

Intuition erosion risk

” Solution-Oriented Discovery

Synthetizing
Insights

e0

What works

Transcription, tagging,
pattern surfacing across
interviews, queryable

insight repositories. Faster
access to data — while you

do the sensemaking.

learning while you gain efficiency.

Quantitative
Analysis

Proto-
typing

What works

Funnel segmentation,
behavioral pattern
detection, correlation
surfacing. Great for
identifying potential
leading indicators.

Watch out

Dedicate time for human
processing. The friction
of reading and tagging is
what builds the intuition
that tells you what
questions to ask next.

Watch out

Watch out for hallucina-
tions with quantitative
data. Let Al write a Python
script to analyze data
instead of having Al
interpret data directly.

Accelerate

Al handles the mechanics — you stay in the driver’s seat

What works

Rapidly generate solution
variants. Enables
prototype-driven
prioritization across
problems with fast,
low-cost divergence.

Watch out

Fast creation isn't better
thinking. Options aren’t
divergence—ideation
needs time, space, and
collaboration.

What you gain
Handles volume at speed.

Al reads, categorizes, and
summarizes end-to-end.

What you gain
Speed. Al defines
segments and surfaces
correlations
autonomously.

Evaluative — testing solutions worth building

What you lose

The cognitive engagement
that builds product sense.
You process less context
and miss patterns you didn't
know to look for; Al only
surfaces what exists.

Synthesis is where product sense gets built. A hybrid approach — Al for capture and retrieval, dedicated human time for sensemaking — preserves

What you lose

Correlation # causation.
Without strategic framing,
Al optimizes for whatever
lagging indicator you point
it at — evenif it's the
wrong one.

Replace

Al takes over — what you gain and what you lose

What you gain
Massive speed. Al
generates solutions from
problem descriptions in
minutes.

What you lose

The reasoning behind why a
solution exists. Speed shifts
focus from “should we build
this?” to “we can build this.”

Concept
Design
Testing

What works

Vibe coding enables
higher feasibility and
more testing in real-world
use, rather than relying
solely on interviews.

Watch out

Higher feasibility can lead
you to test things other
than your biggest risk.
Only useful when you test
with real data in real
scenarios.

What you gain
Faster derisking through

real-life testing with users.

What you lose

Can't predict adoption or
willingness-to-pay.
Potentially the final UX
perfection and design
feedback.

Assumption
Testing

What works

Faster experiment setup,
evidence scoring,
hypothesis generation.

Helps structure what to test

next and track assumption
validation progress.

Watch out

Structuring experiments
isn't the same as
choosing which
assumptions matter
most. That requires
strategic context.

What you gain

Speed. Al determines
what to test and evaluates
results.

What you lose

Al can't judge what's worth
being wrong about.
Prioritizing desirability,
feasibility, viability, and
usability requires strategic
context.

Scaling
Discovery
Knowledge

What works

Custom GPTs trained on
internal best practices.
Queryable insight
repositories. Helps
democratize discovery
knowledge across teams.

Watch out

Quality depends entirely
on what you curate.
Regularly update and
challenge what goes in.

What you gain
Always-available
discovery coaching.
Consistent methodology
across the org.

What you lose

If your best practices are
Alibi Progress, Al just
scales that too. It removes
the peer challenge and
contextual debate that
keeps discovery honest.

* The Intuition Principle

The friction of manual processing builds the intuition that tells you what
questions to ask next. Remove the friction entirely, and you risk removing the
learning. Use Al to compress the time between identifying an uncertainty
and gathering evidence — but keep the judgment about which uncertainties
matter as distinctly human work.
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* The Core Principle

Think of Al as supercharging existing workflows, not replacing them. Your
unfair advantage is still your domain expertise and strategic context. Al
scales the mechanics of discovery — it doesn’t improve the quality of your
research questions, the targeting of your actors, or the strategic relevance
of what you're testing.

Human in the loop is not about making sure the output is
correct — it's about making sure the human is still thinking.

O Did you enjoy this?

- Julia Bastian

Follow Julia Bastian and Tim Herbig on LinkedIn
and reach out for follow-up questions.
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